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Abstract

Reconstruction is imperative whenever an image or a volume needs to be resampled as a result of an affine or
perspective transformation, texture mapping, or volume rendering. We present a new method for the character-
ization and measurement of reconstruction error. Our method, based on spatial domain error analysis, uses
approximation theory to develop error bounds. We provide, for the first time, an efficient way to guarantee an
error bound at every point by varying the filter size. We go further to support position-adaptive and data-adap-
tive reconstruction which adjust filter size to the location of reconstruction and the data in its vicinity. We dem-
onstrate the effectiveness of our methods with suitable 2D and 3D examples. 

1.  Introduction
A fundamental operation of many graphics algorithms is reconstruction. The image or the volume is in the usually in
the form of a regular rectilinear grid or a mesh of sampled function values termed pixels (image) or voxels (volume).
Many algorithms, such as texture mapping, image and volume transformation (e.g., rotation, scaling, translation), and
volume exploration and rendering, imply a transformation of a raster (2D or 3D) from a source space to a target
space. All these algorithms must reconstruct the underlying function either in source or target space. For instance,
when 2D images or 3D volumes are subjected to affine transformations or when they are subjected to non-affine grid
deformation (texture mapping, warping, registration), the function value in the form of pixel or voxel intensity has to
be computed on the target grid, commonly referred to as the resampling grid. Similarly, reconstruction is needed
when a 3D volume is sliced [13] or rendered [5] [6] [18] [20]. Either the voxel intensity, or the opacity, or color needs
to be determined at intermediate points inside the volume. Interpolation is the reconstruction method of choice in all
the afore-mentioned algorithms [5][6][20]. Reconstruction in the target space is much rarer and is conducted through
the use of reconstruction kernels. Splatting [18], a volume rendering algorithm is the only method known to recon-
struct functions in target space. However, both forms of reconstruction are equivalent and in this paper we shall
examine reconstruction in terms of function interpolation. 

Given the essential nature of the reconstruction operation it is surprising that although much work has been expended
in the design of reconstruction filters, not much attention has been paid to characterize and control its numerical accu-
racy, The work described here is aimed to give the user, for the first time, the ability to set a point-wise numerical
error bound. Unlike existing methods, which use frequency domain analysis to guarantee some global error bound,
we use spatial domain error analysis to guarantee that, for a given threshold ε, the difference between the recon-
structed function and the real function is not more than ε, at any point in the source space. Our spatial domain analysis
culminates in a formal expression for the error bound at every point in the source space (Equation 12). Examining this
expression, we observe a dependency between error magnitude and the location of reconstruction and data values.
Unlike existing methods we can, therefore, adapt filter size to both reconstruction location and data complexity, using
rigorous estimates. In Section 2 we introduce the terminology and methods currently emphasized in reconstruction
methods. In Section 3 we describe our approach and finally in Section 4 we present our results.

2.  Background
Much has been written about the reconstruction of sampled datasets in signal processing (1D data) [11] or image pro-
cessing applications (2D data) [4][19] and computer graphics [2]. Another body of work on the same problem is
available in the applied mathematics literature [15][22]. Although the terminology in the following discussion is per-
tinent to 1D signals, it is also applicable to 2D and 3D signals. We denote by f(x) a continuous function (the signal),
which is sampled into the discrete function fs(kh), where h is an equidistant gap between samples and k is an integer.
In computer graphics f(x) is not available; we only have fs, which is the discrete image we need to manipulate. Prior
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to resampling one must reconstruct from fs the continuous function, which we denote by fR(x). We now state some
assumptions about the original function f(x) which we use in this paper:

• The sampled dataset fs(x) is uniformly sampled from f(x) with frequency ωs = π/h.

• The function, f(x), is bandlimited. A function is bandlimited if there exists a frequency ωc, called the cut-off 
frequency, such that the strength of any frequency component greater than ωc is zero. 

• The function f(x) is analytic, i.e., the function and its derivatives exist at all points. Thus, we are precluding 
step functions and other discontinuous functions. 

• The function f(x) is spatially limited. To overcome the mathematical difficulties thus created, we assume that 
our function is actually of infinite extent but is zero outside the extent of the dataset. 

• The continuous signal f is sampled at or above the Nyquist frequency. The Nyquist frequency of a signal is 
defined as twice the maximum frequency of the signal. 

The assumption of bandlimitedness is not too restrictive and holds for many forms of sampled data used in computer
graphics and scientific visualization. During the process of acquiring digital images (e.g., cameras, scanners, numeri-
cal simulation) a filtering operation is included thus bandlimiting the function. Also, synthetic and procedural meth-
ods in order to provide antialiased images, typically employ a filtering step which bandlimits the image. 

The last assumption regarding the sampling frequency is essential if we are to reconstruct the function exactly. If this
assumption is violated the sampled signal is corrupted with pre-aliasing error and reconstruction is never correct.
Thus, in our context of bandlimited functions, the Nyquist frequency is given by 2ωc and the sampling frequency ωs
is always greater than or equal to the Nyquist frequency. The Whitaker-Shannon-Koletnikov (WKS) theorem, known
commonly as Shannon’s Sampling Theorem, allows for the perfect reconstruction of a signal from its samples. It
states that any bandlimited continuous signal f(x), if sampled at or above its Nyquist frequency (yielding the discrete
function fs) can be reconstructed as shown in Equation 1 (yielding the continuous function fR) [11][15][22]. Thus, we
reconstruct with the formula

(1)

where

(2)

The function S(x,k,h) is called the Sinc or the Cardinal function. We can extend this discussion to multiple dimen-
sions through the use of separable filters, which sample the data successively along each axis. For 2D images, the
reconstruction requires the product of two Sinc functions, and similarly we can use three Sinc functions in 3D. Thus,
the volume reconstruction equation becomes:

(3)

The quantities hx, hy and hz are the sampling periods along each of the principal axes. Although separable filters are
fast and easily implemented, separability introduces anisotropic effects since the 2D or 3D separable filter is aligned
with the principal axes [9]. Anisotropic effects are always present unless a radially symmetric filter is employed. In
this paper we limit ourselves to separable filters, although a similar analysis can be applied to radially symmetric fil-
ters.
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2.1  Practical Reconstruction Methods and Errors
The ideal reconstruction process from Equation 1 although realizable is rarely used in practice, since it requires the
contribution from all elements of the dataset. An obvious solution is to truncate the function to include only L integer
valued points: 

(4)

where M = L div 2. The ensuing interpolation filter is called an finite impulse-response (FIR) filter of order L and zero
phase. Truncation induces an error in function reconstruction that is often referred to as post-aliasing [8][9]. Since we
emphasize spatial methods in this paper, we shall call this error truncation error (Equation 5) denoted by et. Note that
this error also includes the data the filter is applied against.

(5)

The truncation error manifests itself as blurring (due to attenuation) and jaggies (due to including frequencies beyond
ωc) in an image. In practice, the function is never reconstructed with a truncated Sinc. Truncation is tantamount to
multiplying the infinite filter by a spatially limited rectangular window causing aliasing in the frequency spectrum,
thereby altering the filter’s frequency characteristics. A commonly used interpolation filter is cubic convolution [9],
which possesses a reasonably good frequency response. If computational cost is a concern trilinear interpolation (a
cone filter) is used. Yet another way to design filters is to use a window function besides a rectangle [4][8][11]. These
functions alter the characteristics of the truncated frequency spectrum and the choice of one function over another is a
trade-off between blurring and aliasing. If NS is a filter different from the Sinc function, then the reconstructed func-
tion is now given by:

(6)

Thus the total reconstruction error, denoted by eR, is equal to:

(7)

The total error can be divided into two components:

(8)

The first component is the truncation error et while the second error arises from the use of a filter besides a Sinc func-
tion. We call the latter non-Sinc error denoted by ens. Thus, the total reconstruction error:

(9)

A naive application of this error characterization leads to a paradox, since one is lead to believe that reconstruction
with functions different from a truncated Sinc lead to lower quality images. The use of truncated Sinc functions cause
undue ringing in the reconstructed function, which is a manifestation of the Gibbs phenomenon [11]. Ringing occurs
when one approximates a function with a sharp discontinuity. All filters suffer from this effect; however it is more
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pronounced in the case of truncated Sinc functions. The resulting error from ringing cannot be described by the Car-
dinal series expansion of Equation 1 and must be considered separately. Marschner and Lobb characterize this unde-
sirable effect as the overshoot error and provide a way to measure it [8]. The error is obtained by convolving a step
function with the reconstruction filter and then measuring the maximum deviation of reconstructed function from the
original function. We denote this error as eo. Thus a complete characterization of the error is:

(10)

It is important to note that this characterization of the reconstruction error is purely numerical and is not based on per-
ceptual considerations which address the issue of the suitability of an image to a human observer. Although there is a
positive correlation between numerical error and image quality, not much is known about their relationship [14]. We
do not even attempt to address these very complex questions here. Our exercise in this work is merely devoted to
identify the sources of error and quantify them.

The study of reconstruction errors has received only modest attention in the graphics and image processing literature.
In [12] Parker et al. compare the effectiveness of some resampling filters. However, they propose no metrics which
can be used to judge the goodness of a resampling filter. Mitchell and Netravalli [9] first introduced the reconstruc-
tion metrics pre-aliasing and post-aliasing. Marschner and Lobb [8] further characterize post-aliasing artifacts; the
proposed metrics, smoothing, post-aliasing, and overshoot, can help design a suitable filter. However, none of the
proposed measures are well suited for determining the accuracy of an interpolation or filtering scheme on a sampled
dataset. Carlbom on the other hand takes into consideration the error incurred by an interpolation filter while design-
ing optimal filters [2]. However, this error is defined in the frequency domain and only measures the deviation of the
frequency spectrum from the ideal spectrum. Also, this metric is global in nature and does not provide error control
on a point-wise basis. 

Moreover, none of the above characterizations is conducive to the idea of adapting the filter size to the resampling
location and to local data characteristics. Adaptive filtering methods have been reported [10], [16]. However, these
methods derive their adaptivity in the frequency domain and hence are cumbersome to use. Also, these methods are
not driven by any user defined error threshold. Our method, on the other hand, operates in the spatial domain. It can
estimate with minimum computational burden the filter size for a given resampling location so we can efficiently
interpolate to a desired level of accuracy. For example, a less expensive interpolation scheme can be used at some
locations (e.g., near grid locations in source space). Similarly, a more expensive scheme is warranted at other loca-
tions (e.g. far from grid locations). In addition, we also determine the filter size from the complexity of the data at the
resampling point. This gives us an efficient yet accurate resampling method. In the following section we provide the
necessary theory and develop adaptive, spatial-domain methods. 

3.  Reconstruction Error Estimates
In this section we provide estimates of truncation error and the non-Sinc error. A more comprehensive treatment is
available in [8]. We do not attempt to provide any new estimates for overshoot error here. 

3.1  Truncation Error Estimates
Let the resampling point R at x lie in cell n, i.e., between data points fs(nh)and fs((n+1)h). Also, let τ be the distance
of R from data point fs(nh), in other words, x=nh+τ. The truncation error was defined in Equation 5 in Section 2.1.
After replacing x and the Sinc function S(x,k,h) with appropriate expressions we get:

(11)

Expanding the sine term in Equation 11 as the sum of sines and cosines, replacing n-k with m, and after some simpli-
fication we get Equation 12.

(12)
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Observation 1: The truncation error depends on the location of the resampling point R. If R is located at the center of
a grid cell in the source space, i.e. τ=0.5h, it attains its maximum value and drops off to zero as one moves closer to
the sampled data locations (τ=0 or τ=h). An important implication is that one can use filters of different lengths
depending on the location of the resampling point. 

Observation 2: For large values of m, the terms in the infinite sum cancel each other if the function is smooth and
does not change drastically in small neighborhoods. The implications of this observation is that we can effectively
limit ourselves to reasonably sized neighborhoods. This observation allows more efficient reconstruction since even
smaller length filters can be used.

The true error can be computed for spatially limited signals especially, images and volumes. However, in the presence
of a large number of sampled data points, the computation can be prohibitively expensive. We now list some tractable
error bounds that can be used in practice. The error bound for this infinite sum can be found by resorting to complex
analysis [21]. However, before we state the relevant results we discuss an important idea of frequency guards. A fre-
quency guard of width r, 0<r<1 implies that there exists no frequency in the signal beyond rωc, where ωc is the cut-
off frequency. This is a stricter requirement than just bandlimitedness, but not too restrictive. The frequency guard
band can be found by determining the ratio of the maximum significant frequency of the spectrum and the cutoff fre-
quency. However, for most graphics applications it is sufficient to use very crude estimates. The methodology used in
[21] can be applied to determining the error of any polynomial approximation scheme. 

The error bound can be obtained in terms of either the maximum of the function value Maxf, or the spectral energy of
the function, Ef. The quantity Ef can be simply determined by Equation 13 [15]. All the sampled data points are
included in the summation of Equation 13.

. (13)

The truncation error et(fs,x,k,h,M) in terms of the total energy of the signal is bounded from above by the quantity

(14)

Thus we are able to express the truncation error bound in terms of the energy of a function and the frequency guard r.
If once again x=nh+τ, i.e, it lies in the cell n of the source grid, we can replace x with τ (refer Equation 12). We now
the error bound in terms of the maximum of a function. The truncation error et(fs,x,k,h,M) in terms of the maximum
value of a function, Maxf is bounded from above by the quantity

 (15)

We now characterize the error that arises from the use of a function different from a Sinc function. 

3.2  Non-Sinc Error
Once again we can either use the spectral energy or the maximum value of the function. The bound which includes
the spectral energy is listed in Equation 16. The integral computes the difference between the two functions in the L2

norm space. The quantity Ef(M) is the energy of the signal in a 2M+1 sized neighborhood around the resampling
point R. Since the filters are space invariant one evaluate the filters when placed at k=0 for sake of convenience. 

(16)

One can similarly define a bound including the maximum value of the function (Equation 17).The quantity Maxf(M)
is the maximum of the function values in a 2M+1 neighborhood. Once again we are determining the difference in the
areas of the two filter functions. 
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(17)

The function NS can be any realizable filter. We however use windowed Sinc filters given their ability to lend them-
selves to adaptive use. Also, in [8] it was shown that windowed Sinc filters compare favorably with other filters in
terms of the smoothing and post-aliasing metrics defined therein. We employ the Hamming window in our interpola-
tion schemes (Equation 18) [11]. The significant aspect of these windows is that it falls gradually to zero at the cor-
ners of the window and hence reducing the impact of aliasing caused through the use of the rectangular window. For
multiple dimensions one can use a product of two or three 1-D window functions. 

(18)

In this section we described the errors that arise from filtering operations. Detailed explanations and derivations were
not provided here can be found in [8]. In the Section 4 we use these measures to predict reconstruction errors that
arise from representative resampling operations and then show how they can be used to perform adaptive reconstruc-
tion. 

4.  Results
In this section we first test the validity of the bounds on 1-D signals. We then show how these bounds can be
employed in adaptive filtering schemes. In the latter part of this section we implement our schemes in 2D and 3D
examples. 

4.1  Accurate and Adaptive Reconstruction of 1D Signals

We consider a representative resampling scheme that frequently arises in computer graphics. In this section we distin-
guish between resampling schemes and reconstruction operations. Resampling schemes provide the points where the
functions are reconstructed. The resampling scheme under consideration occurs when a 2D image or a 3D volume is
subjected to affine transformation (including scaling), or during texture mapping, or during ray-casting of 3D vol-
umes [6][20]. The signal is resampled onto another grid and the number of data points can change as a result of scal-
ing inherent to the resampling operations. 
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FIGURE 1. Comparison of Error Estimates. (a) 1D signal obtained from a row of an image. (b) The actual error and the
estimates from Equation 14 (energy) and Equation 15 (maximum). Both estimates bound the actual error well, the
energy estimate being closer. (c) Filter sizes for the position- and data-adaptive schemes.
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In Figure 1a we consider a 1D signal obtained from a row of a scanned image. It is worth noting that the signal under
consideration has very small energy content. One can estimate the value of the frequency guard, r, by simply comput-
ing the first few Fourier coefficients above a user defined threshold. It was observed that the value of the guard was
usually less than 0.1 for all scanlines considered for this work. The actual error from Equation 12, the error estimates
from Equation 14 (using energy) and Equation 15 (using maximum values) are determined, when the signal is resam-
pled onto a new grid (Figure 1b). The locations of resampling points are defined by the function xk=x0+0.99*k (resa-
mpling scheme), where x0 is the location of the first row pixel and k is an integer. The estimates from Equation 15 are
looser and we found the energy estimates closer to the actual error for many 1-D signals and resampling schemes.

Here we can actually see evidence for Observation 1 made in Section 3.1. The error behaves in a sinusoidal manner
for the representative resampling scheme. One can readily conclude that the filters of the same length need not be
used everywhere during the resampling operation. To use different filters at different resampling positions, one can
use the error estimates of Equation 14 and Equation 15. For instance one can set the point wise error to ε for all x
along the length of the signal. The required filter length at resampling point x can be determined from the computa-
tion listed in Equation 19. 

(19)

Figure 1c shows the minimum filter length at all points required for the resampling of the signal of Figure 2 to obtain
an user defined accuracy of ε=0.02. The maximum filter length employed for reconstruction is 27 (=13*2+1). We
call this filtering scheme position-adaptive, since the size of the filter is influenced only by the position of the resam-
pling point. The estimated bounds in Figure 1b are conservative. Taking into account the rapid decay of the Sinc func-
tion as one moves away from the resampling point, it might be useful to consider the energy or maximum of a
function over a neighborhood of somewhat significant size as stated in Observation 2 of Section 3.1. The problem is
now reduced to determining a window of appropriate size which is suitable for a given signal. This can be determined
easily from the estimates of the bounds itself. One can set the minimum error of resampling εmin that can possibly
arise during resampling. Then one can simply calculate the neighborhood size Me by using either Equation 14 or
Equation 15. We provide one way to compute Me in Equation 20.

(20)

The value of τ is set 0.5 to cover all possible resampling positions. A pre-processing step is now required which com-
putes the energy or the maximum of the function value over neighborhoods. Figure 1d shows the sizes of the filters
used when a neighborhood of size 25 is used. The use of smaller neighborhoods yields smaller filters and hence sav-
ings in reconstruction time We call filtering scheme data-adaptive. In all our experiments we used the rectangle win-
dow function and hence did not incur the non-Sinc error or the overshoot error. If another window function was
employed the total error would no longer be the same. Although the total error no longer reaches zero, the periodic
nature of the resampling error will still remain unchanged. 

4.2  Multidimensional Examples 
The error bounds and filtering schemes can also be adapted to 2D images and 3D volumes. Essentially, the error is
now the product of the error incurred in each of the individual dimensions. The data-adaptive scheme requires that the
energy or the maximum of the underlying function be determined over a neighborhood. Efficient algorithms to com-
pute these quantities were developed that sweep the image or volume in a systematic manner and exploit the inherent
coherency of the computations through the use of circular buffers. Once the local energy or maximum is found, it is
stored in an image or a volume of the same size as the original. 

We consider two-dimensional images first. The expression for the truncation error expressed in terms of spectral
energy is given by Equation 21. We found that for 2D images the error bound involving the maximum was larger and
therefore we did not employ that bound in our adaptive methods. 
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(21)

By specifying the minimum desired error, one can use a derivative of Equation 21 (and similar to Equation 20) to
determine the size of neighborhood required to achieve the desired error of εmin. At each resampling point, filter size
is then determined by using the error estimates and the filter is applied in the neighborhood. Figure 2a shows an
image obtained from a fluid dynamics simulation rotated by an angle of 30° and scaled uniformly by a factor of 0.75.
A bounding box is first found and all pixels within the bounding box are scanned and mapped back to the source
space of the original image. The values of the frequency guards rx and ry were measured to be at 0.34 and 0.10. Fig-
ure 2b shows the position-adaptive filter sizes, while figure 2c shows the data-adaptive. As evidenced from Figure 2b
the filter size changes in a periodic sinusoidal fashion in the position-adaptive scheme. On the other hand, the filter
size adapts to the data complexity in the data-adaptive scheme. A minimum error of 0.02 was used to determine the
neighborhood size for the data-adaptive scheme. The average half-filter size for the position-adaptive scheme was
measured at 7.15, while the average filter size for the data-adaptive scheme was measured at 1.96. The data-adaptive
scheme thus is better than a cubic convolution scheme, which has a filter size of 5 (or half-filter size of 2.5). More-
over, it guarantees reconstruction to a desired level of accuracy. A 2D Hamming window was used to improve the
visual quality of image. For successive rotations, the local neighborhood values of energy need not be recomputed. A
similar scheme can be used in texture mapping.

In the case of 3D volumes we found that the error bound using the maximum value was more useful for data-adaptive
methods. Given the sparse spectral energy content of 3D datasets, this bound reported a larger variance of filter sizes
than the other bound. In Equation 22 we list the bound for the 3D reconstruction error. 

(22)

We also implemented our adaptive methods in a slicing algorithm for volumes. The reported implementation projects
the desired slicing plane (described by a direction vector and an offset from the origin) onto the XY-plane thus defin-
ing an implicit affine transformation. As before in the 2D example, resampling points on the XY-plane are trans-
formed to points inside the 3D volume. The advantage of this slicing implementation over others is in its ability to
control the resampling scheme. A further optimization is obtained if the zero-phase property of Equation 4 is not used
[17]. We use a neighborhood of size 2M along each dimension instead in a fashion similar to what is done with cubic
convolution filters. Figure 3a and Figure 3b show two different slices of a 2563 volume MRI head dataset. The values
of frequency guards rx, ry and rz were found to be 0.086, 0.055, 0.031 respectively. We employ once again Hamming
windows to obtain images of higher visual quality. Figure 3c and Figure 3d shows the filter sizes used in the position-
and data-adaptive schemes respectively for the slicing plane of Figure 3b. The error threshold is 0.01, while the mini-
mum error used to determine the optimal neighborhood size is 10-5. This minimum error threshold translates to a
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neighborhood size of 31 for the data-adaptive scheme. The average half filter size for position-adaptive filtering
scheme were measured closer to 2 (Figure 3c), while the same quantity was measured at 1 for the data-adaptive
scheme (Figure 3d). As evinced in Figure 3d, higher order filters are used only at some resampling points. A cubic
convolution scheme, on the other hand, would require a neighborhood of at least 64 grid points at each resampling
point. However, if one uses our adaptive scheme, such a large neighborhood is needed only in some portions of the
volume. Thus the saving in computational time can be considerable. This savings is especially useful in volume ray-
casting [6]. To obtain accuracy it is common to step along the ray using small increments and thus increase the num-
ber of resampling points. A data-adaptive scheme similar to the one presented here would be very useful to guide the
reconstruction process. 

5.  Conclusions
We developed a new approach to the characterization and measurement of reconstruction error. Our method, based on
spatial domain error analysis, uses approximation theory to develop error bounds for reconstruction. We provide an
efficient way to guarantee an error bound at every point by varying filter size. In addition, we support position-adap-
tive and data-adaptive reconstruction which adjust filter size to the reconstruction location and the data complexity.
Our methods provide the user with a powerful tool for achieving any desired image quality while incurring space and
computation costs that are comparable to existing methods. Also, the methods developed herein allow us to forgo

FIGURE 3. Oblique slicing of 3D MRI head dataset. (a) An almost vertical slice of the volume through the center. (b) A
slice with directional vector (1,1,1) passing through the center. The error ε is 0.01. (c) The filter sizes used in the posi-
tion-adaptive scheme for (b). (d) The filter sizes used in the data-adaptive scheme for (b).

(a)
(b)

(d)(c)
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both expensive transformations (such as Wavelet and Fourier Transform), and the computation of control points (such
as Spline based methods) to achieve our goals.
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